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Introduction 
 

 

Elasticsearch-Logstash-Kibana Stack 

The Elasticsearch-Logstash-Kibana (ELK) stack is a pipeline for storing and retrieving data with Elasticsearch 

as the central executor. The ELK stack was selected to best achieve our objective of creating an external 

behaviour monitoring platform for IoT devices that near instantaneously retrieves data even when voluminous 

IoT devices are connected. Elasticsearch is a NoSQL distributed database and therefore retrieves data faster 

when compared to a relational database (Mu, Zhao, Yang, Zhang & Yan, 2018). A brief description of each 

agent in the stack is provided below: 

① Elasticsearch 

Open source information retrieval system developed by Elastic and built on Lucene. It is scalable, 

supports real-time indexing and searching, and utilizes JavaScript Object Notation. Due to its 

optimization for performance, the system is popularly used as a monitoring platform by service 

providing companies such as Facebook, GitHub, Stack Exchange and eCommerce websites like Ebay 

and Netflix (Mu, Zhao, Yang, Zhang & Yan, 2018). 

 

② Logstash 

Open source tool that collects and parses events or data to store it as logs. A pipeline needs to be 

specified as a configuration file (Arnold, 2014). 

 

③ Kibana 

Open source data visualisation plugin for Elasticsearch data on a web interface. Users can define 

various visualizations of data in Elasticsearch and combine them to produce dashboards. The 

visualizations and dashboards are stored to an Elasticsearch index (Takase, Nakamura, Watase & 

Sasaki, 2017). 

 

In addition to ELK, the following software was also used to create the dashboard: 

① Ubuntu 

Open source operating system and Debian-based Linux distribution. The Ubuntu terminal is used over 

the Windows command prompt terminal as it offers better compatibility with the ELK stack. 
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Installation 

 

 

Installing Ubuntu for Windows 

① Download and install Ubuntu for Windows from the Microsoft store, located at: 

https://www.microsoft.com/en-au/p/ubuntu/9nblggh4msv6?activetab=pivot:overviewtab 

 

② After installing Ubuntu, run it and follow the prompts to create a username and password. 

 
 

③ Install all updates. 

1 sudo apt update && apt upgrade -y 

 

④ Once the update is complete, close the current Ubuntu terminal and open a new one. 

 

⑤ Install Java SDK 8 as required by Elasticsearch. 

1 

2 

sudo add-apt-repository ppa:webupd8team/java 

sudo apt install -y oracle-java8-set-default 

 

⑥ Verify Java 8 installation. 

1 java -version 

 

The output should be similar to below: 

 

 

https://www.microsoft.com/en-au/p/ubuntu/9nblggh4msv6?activetab=pivot:overviewtab
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Installing Elasticsearch (Version used for the tutorial: 6.4.0) 

① Download Elasticsearch for LINUX, located at: 

https://www.elastic.co/kr/downloads/elasticsearch 

 

② Extract Elasticsearch to a desired directory. For ease of use, it is recommended that all Elasticsearch, 

Logstash and Kibana are extracted to the same directory (In this tutorial, all were extracted to the 

Downloads folder located in the D drive). 

 

 

Installing Logstash (Version used for the tutorial: 6.4.0) 

① Download Logstash TAR file format, located at: 

https://www.elastic.co/kr/downloads/logstash 

 

② Extract Logstash to the same directory as Elasticsearch. 

 

 

Installing Kibana (Version used for the tutorial: 6.4.0) 

① Download Kibana for LINUX 64-BIT, located at: 

https://www.elastic.co/kr/downloads/logstash 

 

② Extract Kibana to the same directory as Elasticsearch. 

 

 

Installing Notepad++ (for creating Logstash pipeline) 

① Download and install the latest version of notepad++ Installer 32-bit x86, located at: 

https://notepad-plus-plus.org/download/ 

 

 

https://www.elastic.co/kr/downloads/elasticsearch
https://www.elastic.co/kr/downloads/logstash
https://www.elastic.co/kr/downloads/logstash
https://notepad-plus-plus.org/download/
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Running Elasticsearch and Kibana 

 

 

Running Elasticsearch 

① Run Ubuntu. 

 

② Change the directory to where Elasticsearch files are extracted by entering the command: 

1 cd /mnt/drive of directory/Elasticsearch directory/Elasticsearch folder/ 

 

In this tutorial, the files were extracted to the Downloads folder in the D drive. Thus, the command 

used was: 

1 cd /mnt/d/Downloads/elasticsearch-6.4.0/ 

(Note: the name of Elasticsearch folder will be different depending on the version downloaded) 

Tip: Use TAB-autocomplete for faster command input by entering some letters and pressing the 

TAB button to perform autocompletion e.g. elastic + TAB ➔ elasticsearch-6.4.0 

 

③ Run Elasticsearch (This process may take a while). 

1 bin/elasticsearch 

 

The output should be similar to below: 
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Running Kibana 

① Open a new Ubuntu terminal and change the directory to where Kibana files are extracted by entering 

the command: 

1 cd /mnt/drive of directory/Kibana directory/Kibana folder/ 

 

In this tutorial, the files were extracted to the Downloads folder in the D drive, thus the command 

used was: 

1 cd /mnt/d/Downloads/kibana-6.4.0-linux-x86_64/ 

(Note: the name of Kibana folder will be different depending on the version downloaded) 

 

② Run Kibana (This process may take a while). 

1 bin/kibana 

 

The output should be similar to below: 

 

 

③ Kibana/Elasticsearch is now accessible on a web-browser by entering the following as the URL: 

http://localhost:5601 

 

http://localhost:5601/
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Elasticsearch mapping 

 

 

Why Elastic mapping is required 

Elasticsearch mapping allows a more sophisticated categorization of the imported data. It offers various types 

such as timestamp, IP, geo-point and keyword. Furthermore, it enables prevents explosion of indexed fields 

by explicitly specifying which index field should be created. 

① On a new internet browser, enter http://localhost:5601 as the URL address to access Kibana. 

 
 

② Click on the  icon from the tabs on the left-hand side to be directed to ‘Dev Tools’. 

 

http://localhost:5601/
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③ In the console (highlighted above with a red box), enter the following code. 
1 
2 
3 
4 
5 
6 
7 
8 
9 
10 
11 
12 
13 
14 
15 
16 
17 
18 
19 
20 
21 
22 
23 
24 
25 
26 
27 
28 
29 
30 
31 
32 
33 
34 
35 
36 
37 
38 
39 
40 
41 
42 
43 
44 
45 
46 
47 
48 
49 
50 
51 
52 
53 
54 
55 
56 
57 
58 
59 
60 
61 
62 
63 

PUT _template/lora 
{ 
  "index_patterns": "packets-*", 
  "mappings": { 
    "pcap_file": { 
      "dynamic": "false", 
      "properties": { 
        "col": { 
          "properties": { 
            "frequency": { 
              "type": "integer" 
            }, 
            "datarate": { 
              "type": "text" 
            }, 
            "RSSI": { 
              "type": "integer" 
            }, 
            "SNR": { 
              "type": "float" 
            }, 
            "size": { 
              "type": "integer" 
            }, 
            "DevEUI or DevAddr": { 
              "type": "text" 
            }, 
            "AppEUI": { 
              "type": "text" 
            }, 
            "fcnt": { 
              "type": "integer" 
            }, 
            "mtype_desc": { 
              "type": "text" 
            }, 
            "activation": { 
              "type": "text" 
            }, 
            "network": { 
              "type": "text" 
            }, 
            "deveui_manufacturer": { 
              "type": "text" 
            }, 
            "appeui_manufacturer": { 
              "type": "text" 
            }, 
            "location1": { 
              "type": "text" 
            }, 
            "tx_interval": { 
              "type": "float" 
            }, 
            "dev_number": { 
              "type": "integer" 
            } 
          } 
        } 
      } 
    } 
  } 
} 

“index_patterns”: “packets-*” specifies that 

this template should be applied to all new indices 

created that match this pattern 

“dynamic”: “false” specifies that fields not 

explicitly specified in the mapping should not be 

indexed. However, all the non-indexed fields will still 

be stored in Elasticsearch and you will see them in the 

results of your searches. However, you will not be able 

to search or aggregate them. 

“properties”: { “col”: specifies the data type 

for each of the columns. As can be seen from “type”:, 

Elasticsearch mapping supports a wide range of data 

types such as ip and keyword. 

“geoip_dst”: and “geoip_src”: are the names 

of columns that will be generated by Logstash for 

storing the latitude and longitude information of 

destination and source IP address. Through 

Elasticsearch mapping, we are able to convert the 

latitude and longitude coordinates as geo points. 
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Once all codes have been entered, click on the green arrow located at the top right of the console 

(highlighted with a red circle below). Upon successfully creating a mapping, the following message 

should appear to the right: “acknowledged”: true 
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Converting csv file through Logstash 

 

 

Creating a data processing pipeline for Logstash 

Logstash is preferred over ingest pipeline for importing data onto Elasticsearch as it offers more flexibility in 

data selection and transformation. In order to convert csv files as logs, a data processing pipeline in 

configuration file format needs to be created. 

① Open notepad++ and follow the instructions below to create a pipeline on a new notepad. 

1 
2 
3 
4 
5 
6 
7 
8 
9 

10 
11 
12 
13 
14 
15 
16 
17 
18 
19 
20 
21 
22 
23 
24 
25 
26 
27 
28 
29 
30 
31 
32 
33 
34 
35 
36 
37 
38 
39 
40 
41 
42 
43 
44 
45 
46 

 
 
 

input { 
 file { 
  path => 
"/path_to_csv_data/name_of_data_file.csv" 
  start_position => "beginning" 
  sincedb_path => "/dev/null" 
 } 
} 
filter { 
 csv { 
  separator => "," 
  source => "message" 
  columns => [ "col.date", "col.time", 
"col.us count", "col.frequency", "col.RF chain", "col.RX 
chain", "col.status", "col.bandwidth", "col.datarate", 
"col.coderate", "col.RSSI", "col.SNR", "col.size", 
"col.DevEUI or DevAddr", "col.AppEUI", "col.fctrl", 
"col.fctrl_bin", "col.class_b", "col.fcnt", "col.mhdr", 
"col.mtype", "col.mtype_desc", "col.MIC", 
"col.activation", "col.network", 
"col.deveui_manufacturer", "col.appeui_manufacturer", 
"col.location", "col.location1", "col.BitRate[bitsps]", 
"col.Freq_Plan", "col.payload", "col.sec_diff", 
"col.tx_interval", "col.dev_number" ] 
} 
mutate { 
convert => { 
"col.frequency" => "integer" 
"col.bandwidth" => "integer" 
"col.size" => "integer" 
"col.RSSI" => "integer" 
"col.SNR" => "float" 
"col.fcnt" => "integer" 
"col.tx_interval" => "float" 
"col.dev_number" => "integer" 
} 
} 
} 
output { 
elasticsearch { 
hosts => "localhost" 
index => "lora-filtered-new-ant" 
document_type => "pcap_file" 
} 
stdout {} 
} 

‘path’ refers to the directory of 

the csv file. In this tutorial, the 

csv file is “alliot_labels.csv” and 

is located within the Logstash 

folder. 

‘start_position’ refers to where 

the data should be read from. 

Here we specify the type of file 

as csv by indicating the separator 

as “,”. Also, the desired columns 

of csv are selected with the 

“col.” prefix. 

We obtain the latitude and 

longitude coordinates for source 

IP and destination IP separately 

by looking up the IP address in 

the GeoLite2-City database. The 

‘geoip’ filter allows the obtained 

latitude and longitude to be 

imported to Elasticsearch. 

‘source’ refers to the column 

containing the IP address, while 

‘target’ is the new column name 

for storing the coordinates. 

By default, Logstash sets all data 

types as strings. As we need 

numerical values to allow 

aggregation for visualisation in 

Kibana, we convert columns 

with numerical values to their 

corresponding types. Logstash 

only offers basic numeric types 

such as integer and float. 

Once all the desired data are 

correctly converted, we export 

the logs to Elasticsearch. We 

assign the ‘packets-’ prefix to the 

index name deliberately, to 

comply with Elasticsearch 

mapping that we have created. 

Logs with same index names 

will be stored together. 
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② Save it as a .config file in the same directory as Logstash, with a user-defined name e.g. packetsdata. 

This can be achieved by setting data type as All types (*.*), and adding the .config suffix after the 

user-defined name. In this tutorial, the file was saved as ‘logstash-alliot’. 

 

 

 

Converting and uploading the csv data to Elasticsearch using Logstash 

③ Open a new Ubuntu terminal and change the terminal directory to the Logstash folder. 

1 cd /mnt/drive of directory/Logstash directory/Logstash folder/ 

 

In this tutorial, the Logstash was extracted to the Downloads folder in the D drive, thus the command 

used was: 

1 cd /mnt/d/Downloads/logstash-6.4.0/ 

(Note: the name of Logstash folder will be different depending on the version downloaded) 

 

 

 

④ Run Logstash while specifying the data processing pipeline configuration file after ‘-f’. This will 

begin importing data from Logstash to Elasticsearch and may take a while depending on the size of 

the imported data. The example below illustrates how the configuration file created in the tutorial was 

specified after ‘-f’. 

1 bin/logstash -f logstash-alliot.config 
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④ You can see that a new index has been created in Elasticsearch by clicking the  icon on the left-

hand side tab of the Kibana page, then clicking Index Management as shown below. 

 
 

In this tutorial, the designated index name was ‘packets-alliot-2110’, which has been successfully 

created on Elasticsearch as shown below:  
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⑤ We now need to create an index for Kibana to allow the creation of visualisations by clicking the  

icon on the left-hand side tab of the Kibana page, then clicking Index Patterns as shown below. 

 
 

⑥ Click on the  button. 
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⑦ In the input box below Index pattern, enter the index name that corresponds to the recently created 

Elasticsearch index which we saw in step 4 then click Next step. Afterwards, click the 

  button to complete the process. In this tutorial, ‘packets-alliot-2110’ was the 

index pattern. 

 
 

⑧ With the Kibana index pattern successfully created, you will now be directed to a page showing the 

fields in the index. Change Rows per page at the bottom of the page from 10 to 50 to display all the 

fields. 

 
 

⑨ In order to create correct units for our fields of interest, we need to specify the format for some fields. 

For this, place the cursor on the c.Size field and click on the  icon. 

 

 

⑩ Under Format, select Bytes as the desired format and click  . 
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⑪ Change the format for c.Info, c.IoT, c.No and c.Time to correspond to the format shown below. For 

c.Time, also set Output format as Seconds. 
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Kibana settings 

 

 

Prior to creating visualisations on Kibana, we need to make some changes in Kibana’s advanced settings to 

change the numerical format for simplifying long numerical values, as well as to maximise the tile map 

precision of the geographical map of IP addresses. 

① Click the  icon on the left-hand side tab of the Kibana page, then click Advanced Settings as 

shown below. 

 
 

② Search for ‘Number format’ via Ctrl + F, and change the format from the default to numerical. This 

allows letters to replace trailing zeros, therefore allowing shorter labels e.g. 10,000 → 10k. 
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Creating visualisations through Kibana 

 

 

Kibana offers various types of visualisations. For this tutorial, we will explore how pie chart, vertical bar chart, 

metric, coordinate map, and controls can be created to illustrate information regarding traffic patterns. 

Visualisation offered in Kibana 6.4.0 can be categorized into five different types, as described below ("A 

Kibana Tutorial - Part 2: Creating Visualizations | Logz.io", 2018). 

 

1. Basic Charts 

 
Area 

For visualising time series data and for splitting lines on fields. 

 
Heat Map 

For showing statistical outliers and dare often sued for latency values. 

 
Horizontal Bar 

Good for showing relationships between two fields. 

 
Line 

Simple way to show time series. Good for splitting lines to show anomalies. 

 
Pie 

Useful for displaying parts of a whole. 

 
Vertical Bar 

Great for time series data and for splitting lines across fields. 

2. Data 

 
Data Table 

Best way to split across multiple fields in a custom way. 

 
Gauge 

A way to show the status of a specific metric using thresholds you define. 

 
Goal 

Similar to a Gauge, useful for monitoring a specific metric defined as a goal. 

 
Metric 

Useful visualisation for displaying a calculation as a single number e.g. number of 

encrypted traffic. 

3. Maps 

            
Coordinate Map   Region Map 

Help add a geographical dimension to IP-based logs. 

4. Time Series 

           
Timelion     Visual Builder 

Allows you to create more advanced queries based on time series data 

e.g. percentage of 500 errors over time. 
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5. Other 

 
Controls 

Allows you to create selectors or sliders to filter the data being visualised. 

 
Markdown 

For adding customized text or image-based visualisation to the dashboard using 

markdown syntax e.g. company logo or a description of a dashboard. 

 
Tag Cloud 

Helps display groups of words sized by their importance. 

 
Vega 

Allows you to add custom visualisations based on Vega and VegaLite. 
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Vertical bar chart (For visualising packet count or packet length across time) 

① Open Visualize by clicking on the  button on the left-hand side tab of the Kibana page. Then 

click  to create a new visualisation. 

 

 

② Click Vertical Bar and select the index that should be used to create the visualisation. In this tutorial, 

the index of interest was ‘packets-alliot-2110’. 

 

③ For visualisation of packet count, select Count by clicking  under Metrics and selecting Count 

as the Aggregation option. For visualisation of average packet length, select Average as the 

Aggregation option and c.Length as the Field option. Y-Axis label can be specified in Custom Label 

e.g. Average Packet Length (Bytes). A more detailed description of each aggregation options for 

Metrics can be seen in Appendix A. 

            

(a) Packet count visualisation         (b) Average packet length visualisation 

Tutorials on creating different visualizations are provided below, using a different dataset. 

The dataset used is for a pcap file exported from Wireshark. Although the LoRadar dataset 

has different field names, the examples below can be used to understand how figures can 

be created in Kibana. 
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④ Select X-Axis under Buckets, and select Histogram option for Aggregation and c.Time option for 

Field. Enter 0.001 as the Minimum Interval to specify the bin size for the histogram that displays 

information for up to milliseconds. Label for the X-Axis can be specified in Custom Label.  

Afterwards, click  to create the histogram. 

(Note: The 0.001 translates to milliseconds because the default unit for time from Wireshark is in 

seconds. Kibana automatically scales the interval when the number of buckets exceed the maximum 

number of buckets specified in Kibana’s advanced settings, histogram:maxBars. However, when 

the user interacts with the vertical bar chart to zoom in on a particular time range, our vertical bar 

chart will support up to millisecond units.) 

 

 
 

An example of histogram created for average packet length using the tutorial’s index: 

 
 

⑤ Save the visualisation by clicking Save on the top of the page and providing a name for it. 
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Extension: Splitting the overall traffic pattern into IoT and non-IoT device 

⑥ Under Buckets, click   followed by Split Chart. Select   to create a 

vertically aligned bar chart that allows the comparison of traffic patterns across time. Select Terms for 

Sub Aggregation and c.IoT for Field to allow partitioning by the terms in the IoT column. Order the 

histograms in ascending alphabetical order by selecting Alphabetical in Order By and Ascending in 

Order. Increase the value of Size to 999 (or some large number) to allow all IoT terms to be used for 

the visualisation. 

                       

 

⑦ Even with the Alphabetical ordering specified, the visualisation at present will produce incorrect 

ordering due to the Split Chart being executed after X-Axis (You can confirm this by clicking on the 

 button next to Panel Settings and observing the y-axis label for each histogram). To correct the 

ordering, we use the  button next to Split Chart to drag Split Chart above X-Axis to ensure that 

alphabetical ordering is applied first. Click  to produce the histogram with these changes applied. 
 

       
(a) Before dragging    (b) After dragging 
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⑧ Save the visualisation as a new visualisation by clicking Save on the top of the page and checking 

Save as a new visualisation option after providing a name for the new visualisation.  

 
 

An example of a histogram of packet count with split chart can be seen below, where a histogram is produced 

for each of the IoT devices in the dataset, as well as non-IoT device. 

 



 

22 

 
 

 

Tag cloud (For visualising top 10 Source and Destination IP) 

① Repeat steps 1 and 2 of Vertical Bar Chart, but selecting Tag Cloud instead of Vertical Bar. 

 

② We set Count as the Aggregation option under Metrics as we wish to rank IP address by packet count. 

Under Buckets, click Tags and select Terms as the Aggregation option. For top 10 Source IP, select 

c.Source as the Field (c.Destination for top 10 Destination IP) and select Descending for Order and 

10 for Size. Apply these changes by clicking the  button. 

 

 

③ In the Options tab, uncheck Show Label to remove the unwanted label at the bottom of the Tag cloud. 

Text scale, orientations and font size can be changed if desired (High packet count = large text size). 

Save the visualisation. 

 

An example of Tag cloud showing top 10 Source and Destination IP addresses: 

 

(a) Source IP                                 (b) Destination IP 
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Pie chart (For visualising top 3 protocols used by each top 10 Source or Destination IP) 

① Repeat steps 1 and 2 of Vertical Bar Chart, but selecting Pie instead of Vertical Bar. 

 

② We set Count as the Aggregation option under Metrics as we wish to rank protocols by packet count. 

Under Buckets, click Split Slices and select Terms as the Aggregation option. For top 10 Source IP, 

select c.Source as the Field (c.Destination for top 10 Destination IP) and select Descending for Order 

and 10 for Size. 

 

 

③ Click  at the bottom of Buckets and click Split Slices, again selecting Terms as the 

Aggregation option. Choose c.Protocol as the Field and select Descending for Order and 3 for Size. 
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④ In the Options tab, uncheck Show Label to remove the unwanted label at the bottom of the Pie chart. 

Also uncheck Donut to make the inner Pie chart a filled circle. Apply these changes by clicking the 

 button. Save the visualisation. 

 

 

An example of Pie chart with top 10 Source or Destination IP addresses as the inner layer and top 3 protocols 

of each IP address as the outer layer: 
 

             

(a) Source IP                                  (b) Destination IP 
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Metric (For visualising the number of encrypted and decrypted traffic for Source and Destination IP) 

① Repeat steps 1 and 2 of Vertical Bar Chart, but selecting Metric instead of Vertical Bar. 

 

② We define traffic as unique IP addresses, with encrypted traffic being the IP address with the term 

‘encrypted’ present in the Info column of Wireshark’s captured data. Hence, we set Unique Count as 

the Metric option and c.Source as the Field option under Metrics to count the number of unique 

Source IP addresses that are encrypted or decrypted (select c.Destination for unique Destination IP). 

 

 

③ Under Buckets, click Split Group and select Filters as the Aggregation option. In the input box 

below Filter 1, enter col.IoT: "non-IoT" AND col.Info: "Encrypted" to create a metric for encrypted 

traffic associated with non-IoT devices. Assign the proper label (e.g. non-IoT Encrypted) for ease of 

identification by clicking on  next to Filter 1 and typing in the desired label. 
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④ To create a metric for decrypted traffic, click  at the bottom of Buckets and simply copy 

the input of Filter 1 while adding NOT after AND. Assign the proper label (e.g. non-IoT Decrypted) 

for ease of identification by clicking on  next to Filter 2 and typing in the desired label. 

 

 

⑤ Repeats steps 3 and 4 above to create metric for IoT devices by adding NOT in front of col.IoT. Apply 

these changes by clicking the  button. Save the visualisation. 

 

 

An example of Metric showing the number of encrypted and decrypted traffic for Source and Destination IP: 

          
 

(a) Source IP                                  (b) Destination IP 
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Controls (For creating filters for time, protocol and IoT device) 

① Repeat steps 1 and 2 of Vertical Bar Chart, but selecting Controls instead of Vertical Bar. 

 

② To create a filter for time, select Range slider under Controls and click  . 

 

 

③ Type in Time Filter for Control Label and select the desired index as the Index Pattern. The index 

pattern used for this tutorial was packets-alliot-2110. Choose col.Time option for Field. 

 

 

④ Create a new filter for protocol by selecting Options list under Controls and click  . 

 

⑤ Type in Protocol Filter for Control Label and select the same index pattern as step 3. Choose 

col.Protocol option for Field and leave Parent control blank. 
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⑥ Create a new filter for IoT device by repeating steps 4 and 5 above, but setting IoT Filter as the 

Control Label and col.IoT as the Field. Apply these changes by clicking the  button. 

 

 

⑦ In Options, turn Update Kibana filters on each change on to automatically apply the filter without 

having to click Apply changes (this also removes such buttons, making the visualisation more 

compact). Save the visualisation. 

 

 

An example of Controls for time, protocol and IoT device: 
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Creating dashboard through Kibana 
 

 

① Open Dashboard by clicking on the  button on the left-hand side tab of the Kibana page. 

 

② Create a new dashboard by clicking  on the top right. 

 

③ Click the Add button in the top menu bar and click on the desired visualisation under Add Panels to 

add a visualization to the dashboard (NOT the Add new Visualisation button). 

 

 

④ The Options button in the top menu allows users to use dark theme, remove margins between panels, 

and hide all panel titles. 

 

 

⑤ Each visualisation on the dashboard can be resized by clicking on the   button located at the 

bottom-right of the visualisation. Positions of visualisations can also be changed by drawing the 

visualisation around the dashboard. 

 

⑥ Title can be assigned to visualisations by clicking the   button located at the top-right of the 

visualisation and selecting Customize panel. 

 

 

⑦ Save the dashboard by clicking Save on the top menu bar. Saved dashboards can be edited anytime 

by selecting Edit on the top menu bar. Full screen view of the dashboard is also possible through the 

top menu bar. 
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Appendices 
 

 

Appendix A. Metric aggregation options available for line, area and bar charts 

 

Metric Aggregations 

Count Returns a raw count of the elements in the selected index pattern. 

Average Returns the average of a numeric field. 

Sum Returns the total sum of a numeric field. 

Min Returns the minimum value of a numeric field. 

Max Returns the maximum value of a numeric field. 

Unique Count Returns the number of unique values in a field.  

Standard Deviation Returns the standard deviation of data in a numeric field. 

Top Hit 

Returns one or more of the top values from a specific field in user documents. Select 

a field from the drop-down, how you want to sort the documents and choose the top 

fields, and how many values should be returned. 

Percentiles Divides the values in a numeric field into user-specified percentile bands. 

Percentile Rank Returns the percentile rankings for the values in the user-specified numeric field. 

Parent Pipeline Aggregations 
For each of the parent pipeline aggregations, the metric for which the aggregation is calculated needs to be 

defined. This may be a new or existing metric. These aggregations can also be nested e.g. to produce 3rd 

derivative. 

Derivative Calculates the derivative of specific metrics. 

Cumulative Sum Calculates the cumulative sum of a specified metric in a parent histogram. 

Moving Average Slides a window across the data and emit the average value of that window. 

Serial Diff 
A technique where values in a time series are subtracted from itself at different time 

lags or period. 

Sibling Pipeline Aggregations 
A metric for which to calculate the sibling aggregation needs to be provided. Additionally, a bucket 

aggregation—that defines the buckets on which the sibling aggregation will run—needs to be provided. 

Average Bucket Calculates the (mean) average value of a specified metric in a sibling aggregation. 

Sum Bucket Calculates the sum of values of a specified metric in a sibling aggregation. 

Min Bucket Calculates the minimum value of a specified metric in a sibling aggregation. 

Max Bucket Calculates the maximum value of a specified metric in a sibling aggregation. 
 


